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Abstract—Microprocessor design is both complex and time consuming: Exploring a huge design space for identifying the optimal

design under a number of constraints is infeasible using detailed architectural simulation of entire benchmark executions. Statistical

simulation is a recently introduced approach for efficiently culling the microprocessor design space. The basic idea of statistical

simulation is to collect a number of important program characteristics and to generate a synthetic trace from it. Simulating this synthetic

trace is extremely fast as it contains only a million instructions. This paper improves the statistical simulation methodology by proposing

accurate memory data flow models. We propose 1) cache miss correlation, or measuring cache statistics conditionally dependent on

the global cache hit/miss history, for modeling cache miss patterns and memory-level parallelism, 2) cache line reuse distributions for

modeling accesses to outstanding cache lines, and 3) through-memory read-after-write dependency distributions for modeling load

forwarding and bypassing. Our experiments using the SPEC CPU2000 benchmarks show substantial improvements compared to

current state-of-the-art statistical simulation methods. For example, for our baseline configuration, we reduce the average instructions

per cycle (IPC) prediction error from 10.9 to 2.1 percent; the maximum error observed equals 5.8 percent. In addition, we show that

performance trends are predicted very accurately, making statistical simulation enhanced with accurate data flow models a useful tool

for efficient and accurate microprocessor design space explorations.

Index Terms—Performance of systems, modeling techniques, simulation.

Ç

1 INTRODUCTION

DESIGNING a microprocessor is extremely time consuming
(up to seven years [20]). Computer designers and

architects heavily rely on simulation tools for exploring the
huge microprocessor design space. These simulation tools
are at least three or four orders of magnitude slower than
real hardware execution. In addition, architects and
designers use long-running benchmarks that are built from
real-life applications; today’s benchmarks execute several
hundred billion instructions. The end result is that simulat-
ing a single benchmark can take days to weeks. Moreover,
this is to simulate a single microarchitecture configuration.
As a result, exploring a huge design space in order to find
an optimal trade-off between design metrics of interest—
such as performance, cost, or power consumption—is
impossible through detailed simulation (DS).

This is a well-recognized problem and several research-

ers have proposed solutions to this problem, such as

reduced input sets [18], statistical sampling [5], [27],

representative sampling [25], and analytical modeling [17].

In this paper, we address another approach, namely,

statistical simulation [4], [6], [7], [8], [21], [22], [23]. The

basic idea of statistical simulation is described as follows: A

number of program characteristics are measured from a real
program execution in a so-called statistical profile. A
statistical profile contains various program characteristics
such as the statistical control flow graph, instruction mix
distribution, interoperation dependency distribution, cache
miss information, TLB miss information, and branch miss
information. A synthetic trace is subsequently generated
from this statistical profile, which is then simulated on a
simple trace-driven statistical simulator. The main advan-
tage of statistical simulation is that the synthetic trace is
very small—only one million instructions at most. As a
consequence, simulating a synthetic trace is done very
quickly. In addition, the development time of an statistical
simulation model is small given the limited complexity of
the statistical simulation infrastructure. These two proper-
ties—small development time and small evaluation time—
make statistical simulation an excellent technique to
complement the other tools a computer designer has at
his disposal when designing a microprocessor [8]. For
example, statistical simulation could be used to efficiently
cull a huge design space, after which more DSs evaluate a
much smaller region of interest [9]. The goal of statistical
simulation is not to replace DS but to make quick
performance estimates early in the design process with
little development time.

Previous work on statistical simulation, however, con-
siders simple memory data flow modeling, showing three
major shortcomings. First, statistical simulation typically
assigns hits and misses to loads and stores and does not
model delayed hits. A delayed hit, that is, a hit to an
outstanding cache line, is modeled as a cache hit, although it
should see the latency of the outstanding cache line. Second,
none of the previously proposed statistical simulation
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approaches adequately model load bypassing and load
forwarding, that is, it is assumed that loads never alias
with preceding stores. Third, none of the prior work
accurately models cache miss patterns or the number of
instructions in the dynamic instruction stream between
misses. However, cache miss patterns have an important
impact on the available memory-level parallelism (MLP).
Independent long-latency misses that are close enough to
each other in the dynamic instruction stream to make it
into the reorder buffer together overlap their execution,
thereby exposing MLP. Given the significant impact of
MLP on overall performance, a performance model
lacking adequate MLP modeling may yield large perfor-
mance prediction errors.

This paper proposes accurate statistical memory data
flow models. This is done in three steps. First, we model
delayed hits by capturing the reuse distance to missed
cache lines. When a delayed hit gets executed in the
statistical simulator, the delayed hit will see the remaining
latency of the outstanding (reused) missed cache line.
Second, we model read-after-write dependencies through
memory. This enables modeling load forwarding and
bypassing through statistical simulation. Third, we model
cache miss correlation by collecting cache miss statistics
conditionally dependent on the global cache hit/miss
histories. By doing so, the synthetic trace accurately
captures the intermiss distance patterns and (as a conse-
quence) the available MLP. Our experimental results using
the SPEC CPU2000 benchmarks show that accurate memory
data flow modeling reduces the average performance
prediction error from 10.9 (prior work) to 2.1 percent. The
maximum prediction error observed with memory data
flow modeling is 5.8 percent, whereas prior work could
result in prediction errors up to 69.1 percent. Next, to
improve performance prediction accuracy in a single design
point, we also show that memory data flow improves
performance trend prediction, which is extremely impor-
tant during design space exploration.

This paper is organized as follows: We first revisit prior
work done on statistical simulation. We then describe the
statistical simulation methodology in detail in Section 3.
Section 4 then describes the contributions made in this
paper, that is, it discusses how to accurately model memory
data flow in statistical simulation. Section 5 details the
experimental setup. We then evaluate how memory data
flow modeling improves statistical simulation in Section 6.
Finally, we conclude in Section 7.

2 PRIOR WORK

Statistical simulation has received increased interest over
the recent years. Noonburg and Shen [21] proposed
modeling a program execution as a Markov chain in which
the states are determined by the microarchitecture and the
transition probabilities by the program. Extending this
approach to large-resource out-of-order architectures is
infeasible because of the exploding complexity of the
Markov chain.

More recently, a number of papers have been published
on the statistical simulation framework as we envision it in
this paper. The idea is to collect a number of program
characteristics and to generate a synthetic trace from it that
is then simulated on a simple trace-driven statistical

simulator. The initial models proposed along this approach
[4], [7], [23] were fairly simple in the sense that mostly
aggregate statistics were used to model the program
execution; these approaches did not model characteristics
at the basic block level. Follow-on work proposed a more
fine-grained program characterization. Nussbaum and
Smith [22] correlated various program characteristics to
the basic block size. Eeckhout et al. [6] proposed the
statistical flow graph (SFG), which models a program’s
control flow in a statistical manner and captures path-
dependent program characteristics.

Iyengar et al. [13], [14] take a different approach in
SMART by generating synthetic program traces using the
notion of a fully qualified instruction. A fully qualified
instruction is an instruction along with its context. The
context of a fully qualified instruction consists of its
n preceding singly qualified instructions. A singly qualified
instruction is an instruction along with its instruction type,
instruction cache (I-cache) behavior, translation look-aside
buffer (TLB) behavior, and, if applicable, its branching
behavior and data cache (D-cache) behavior. SMART makes
a distinction between two fully qualified instructions that
have the same history of preceding instructions; however,
they differ in a singly qualified instruction; that singly
qualified instruction can be a cache miss in one case while
being a hit in another case. Modeling a program execution
using fully qualified instructions requires a lot of memory
space to collect the statistical profile: The authors report
that, for some benchmarks, information needed to be erased
from the statistical profile in order not to exceed the amount
of memory available in the machine they did their
experiments on. Another important distinction we would
like to make between our work and SMART is that Iyengar
et al. generate synthetic address streams rather than cache
hits and misses. This makes our synthetic traces shorter
because warming up large caches with memory references
requires more instructions than the one million instructions
we consider in our synthetic traces.

Recent work also focused on generating synthetic bench-
marks rather than synthetic traces. Hsieh and Pedram [12]
generate a fully functional program from a statistical
profile. However, all of the characteristics in the statistical
profile are microarchitecture-dependent, which makes this
technique useless for microprocessor design space explora-
tions. Bell and John [1] generate short synthetic benchmarks
using a collection of microarchitecture-independent and
microarchitecture-dependent characteristics similar to what
is done in statistical simulation. Their goal is performance
model validation using small but representative synthetic
benchmarks.

None of this prior work considered the accurate
statistical modeling of the memory data flow. All of these
approaches use simple cache hit/miss probabilities to
model cache behavior. In this paper, we show that the
accurate modeling of memory data flow requires more
advanced modeling. Before detailing how we improve
memory data flow modeling, we first describe the statistical
simulation method.

3 STATISTICAL SIMULATION

Statistical simulation consists of three steps, as shown in
Fig. 1. We first measure a statistical profile, which is a
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collection of important program execution characteristics
such as instruction mix, inter-instruction dependencies,
branch miss behavior, cache miss behavior, and TLB miss
behavior. Subsequently, this statistical profile is used to
generate a synthetic trace consisting of only one million
instructions. In the final step, this synthetic trace is
simulated on a statistical simulator, yielding performance
metrics such as IPC. In the following sections, we discuss all
three steps.

3.1 Statistical Profiling

In statistical profiling, we make a distinction between
microarchitecture-independent characteristics and micro-
architecture-dependent characteristics. The microarchitec-
ture-independent characteristics can be used across
microarchitectures during design space exploration. The
microarchitecture-dependent characteristics, on the other
hand, are particular to a specific microarchitecture compo-
nent configuration.

3.1.1 Microarchitecture-Independent Characteristics

The key structure in the statistical profile is the statistical
flow graph (SFG) [6], which represents the control flow in a
statistical manner. In an SFG, the nodes are the basic blocks
along with their basic block history, that is, the basic blocks
being executed prior to the given basic block. The order of
the SFG is defined as the length of the basic block history,
that is, the number of predecessors to a basic block in each
node of the SFG. The order of an SFG will be denoted with
the symbol k throughout the paper. For example, consider
the following basic block sequence: “ABBAABAABBA.”
The fourth-order SFG then makes a distinction between
basic block “A” given its basic block history “ABBA,”
“BAAB,” “AABA,” and “AABB”; the SFG will thus contain
the following nodes: “AjABBA,” “AjBAAB,” “AjAABA,”
and “AjAABB.” The edges in the SFG interconnecting the
nodes represent transition probabilities between the nodes.
The idea behind the SFG is to model all of the other
program characteristics along the nodes of the SFG. This
allows for modeling program characteristics that are
correlated with path behavior. This means that, for a given
basic block, different statistics are computed for different
basic block histories. For example, in a fourth-order SFG, in
case the basic block history for basic block “A” is “ABBA,”
the probability for a cache miss might be different from the
case where the basic block history for “A” is “BAAB.” Such
cases can be modeled in a fourth-order SFG. On the other
hand, in case correlation between program characteristics
spans a number of basic blocks that is larger than the SFG’s

order, it will be impossible to model such correlations
within the SFG unless the order of the SFG is increased.

The second microarchitecture-independent characteristic
is the instruction mix. We classify the instruction types into
12 classes according to their semantics: load, store, integer
conditional branch, floating-point conditional branch, in-
direct branch, integer alu, integer multiply, integer divide,
floating-point alu, floating-point multiply, floating-point
divide, and floating-point square root. Moreover, for each
instruction, we record the number of source operands. Note
that some instruction types, although classified within the
same instruction class, may have a different number of
source operands.

For each operand, we also record the dependency distance,
which is the number of dynamically executed instructions
between the production of a register value (register write)
and the consumption of it (register read). We only consider
read-after-write dependencies since our focus is on out-of-
order architectures in which write-after-write (WAW) and
write-after-read (WAR) dependencies are dynamically
removed through register renaming as long as enough
physical registers are available. Note that recording the
dependency distance requires storing a distribution since
multiple dynamic versions of the same static instruction
could result in multiple dependency distances. Although
very large dependency distances can occur in real program
traces, we can limit this dependency distribution for our
purposes to the maximum reorder buffer size we want to
consider during statistical simulation. This, however, limits
the number of in-flight instructions that can be modeled. In
our study, we limit the dependency distribution to 512,
which still allows the modeling of a wide range of current
and near-future microprocessors.

3.1.2 Microarchitecture-Dependent Characteristics

In addition to these microarchitecture-independent char-
acteristics, we also measure a number of microarchitecture-
dependent characteristics that are related to locality events.
The reason for choosing to model these events in a
microarchitecture-dependent way is that locality events
are hard to model using microarchitecture-independent
metrics. We therefore take a pragmatic approach and collect
cache miss and branch miss information for particular cache
configurations and branch predictors.

For the branch statistics, we consider 1) the probability for
a taken branch, 2) the probability for a fetch redirection
(target misprediction in conjunction with a correct taken/
not-taken prediction for conditional branches), and 3) the
probability for a branch misprediction. When measuring the
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branch statistics, we consider a FIFO buffer as described in
[6] in order to model a delayed branch predictor update.

The cache statistics consist of the following six probabilities:

1. the L1 I-cache miss rate,
2. the L2 cache miss rate due to instructions only,1

3. the L1 D-cache miss rate,
4. the L2 cache miss rate due to data accesses only,
5. the I-TLB miss rate, and
6. the D-TLB miss rate.

We want to reemphasize that all of the program
characteristics discussed above are measured in the context
of the SFG. This means that separate statistics are kept for
different basic block histories or execution paths.

3.2 Synthetic Trace Generation

The second step in the statistical simulation methodology is
to generate a synthetic trace from the statistical profile. The
synthetic trace generator takes as input the statistical profile
and outputs a synthetic trace that is fed into the statistical
simulator. Synthetic trace generation uses random number
generation for generating a number in [0, 1]; this random
number is then used with the cumulative distribution
function to determine a program characteristic. The
synthetic trace is a linear sequence of synthetic instructions.
Each instruction has an instruction type, a number of source
operands, an inter-instruction dependency for each source
operand (which describes the producer for the given source
operand), I-cache miss information, D-cache miss informa-
tion (in case of a load), and branch miss information (in case
of a branch). The locality miss events are just labels in the
synthetic trace describing whether the load is an L1 D-cache
hit, L2 hit, or L2 miss and whether the load generates a TLB
miss. Similar labels are assigned for the I-cache and branch
miss events.

3.3 Synthetic Trace Simulation

Simulating the synthetic trace is fairly straightforward. In
fact, the synthetic trace simulator itself is very simple as it
does not need to model branch predictors or cache
hierarchies; also, all of the ISA’s instruction types are
collapsed in a limited number of instruction types.
Synthetic trace simulation differs from conventional archi-
tectural simulation in the following cases:

. On a branch misprediction, synthetic instructions are
fed into the pipeline as if they were from the correct
path. When the branch is resolved, the pipeline is
squashed and refilled with synthetic instructions
from the correct path. This is to model resource
contention in case of a branch misprediction. Note
that the statistical profile mentioned above does not
consider off-path instructions; the statistics only
concern on-path instructions.

. For executing a load instruction, the load’s latency is
determined based on the label it has. An L1 hit gets
assigned the L1 access latency, an L2 hit gets
assigned the L2 access latency, and an L2 miss gets
assigned the memory access latency.

. Similar actions are undertaken for the I-cache. For
example, in case of an L1 miss, the fetch engine stops
fetching for a number of cycles equal to the L2 access
latency.

The important benefit of statistical simulation is that the
synthetic traces are very short. Performance metrics such as
IPC quickly converge to a steady-state value when simulat-
ing a synthetic trace. As such, synthetic traces containing a
million instructions are sufficient for obtaining stable and
accurate performance estimations.

3.4 Discussion on Applicability

Before presenting our improved memory data flow model-
ing approach, we first discuss the use of (a number of)
microarchitecture-dependent characteristics in the statisti-
cal profile. The branch and cache statistics require that,
whenever a new branch predictor or a new cache hierarchy
is to be considered during design space exploration, a new
statistical profile needs to be measured. To address this
issue, techniques can be used for measuring cache profiles
for multiple caches simultaneously in a single profiling run
[26]. Since a statistical profile also contains a number of
microarchitecture-independent characteristics, a very large
number of microarchitectural parameters can still be varied
during design space exploration without requiring the
computation of a new statistical profile, see Table 1. As
such, statistical simulation can yield substantial speedups
during design space exploration. Note also that the memory
data flow enhancements proposed in this paper do not
affect the general applicability of the statistical simulation
approach, that is, the same design space can still be
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explored from a single statistical profile; however, we now
achieve more accurate performance predictions.

A second note that we would like to make is that our
approach is orthogonal to sampled simulation approaches
such as SimPoint [24], [25]. SimPoint, as an example
sampling approach, selects a number of representative
simulation points over the entire program execution.
Statistical simulation can then be applied to the individual
simulation points. The important advantage of statistical
simulation is that the number of simulated instructions is
smaller than for SimPoint. In addition, statistical simulation
simulates the branch predictor and the cache hierarchy in a
statistical manner, which is faster than the DS as required
by SimPoint. However, statistical simulation needs to
recompute the statistical profile when the cache or branch
predictor is changed during design space exploration; this
is not the case for SimPoint. Nevertheless, collecting a
statistical profile is faster than running a detailed processor
simulation. Therefore, in summary, statistical simulation is
faster than SimPoint and both techniques are orthogonal, as
discussed in our prior work [6].

4 MEMORY DATA FLOW MODELING

As mentioned in the introduction, previously proposed
statistical simulation approaches do not consider advanced
memory data flow statistics. In this section, we detail the
three additional modeling features that we propose in this
paper: 1) cache miss correlation, 2) through-memory read-
after-write dependency distributions, and 3) cache line
reuse distributions.

4.1 Cache Miss Correlation

The first important memory data flow characteristic that we
model is cache miss correlation. Cache miss correlation
refers to the fact that the cache miss behavior of a particular
memory operation (load or store) is highly correlated with
the cache miss behavior of a preceding memory opera-
tion(s). Consider, for example, a loop that walks over an
array. Each element in the array is 8 bytes long and a cache
line is 32 bytes long. As a result, in case the array is not
residing in the cache, a cache miss will occur every four
iterations of the loop. This is not accurately modeled in
existing statistical simulation frameworks. The cache
statistics for all iterations of this loop will collapse in a
single number, namely, the cache miss rate, which is
25 percent. During synthetic trace generation, this single
cache miss rate number will result in a cache miss every
four loop iterations on average—there are a variable number

of cache hits between two misses because of the use of
random numbers during synthetic trace generation.
Through cache miss correlation, on the other hand, the
synthetic trace will show one cache miss followed by
exactly three cache hits, that is, the number of cache hits
between two misses is fixed.

Accurately modeling the distance between misses is
important because the distance between the two misses has
an immediate impact on the amount of MLP that can be
exploited, which is illustrated in Fig. 2. In both cases (see
Figs. 2a and 2b), there are two independent long-latency
cache misses out of the eight loads, that is, the cache miss
rate equals 25 percent in both cases. In Fig. 2a, since the
long-latency loads are closer to each other in the dynamic
instruction stream than the ROB is long, both long-latency
loads will overlap in time provided that enough miss status
handling registers (MSHRs) are available, that is, MLP is
exposed [16], [17]. However, in Fig. 2b, the penalties for
both long-latency loads will serialize, that is, the main
memory access latency will be exposed twice. The reason is
that both long-latency loads are further apart in the
dynamic instruction stream than the ROB size, that is, the
second long-latency load does not reside in the ROB
concurrently with the first long-latency load. We conclude
from this illustration that, in order to accurately model
MLP, it is important to accurately model the distance
between long-latency cache misses. This is achieved in our
memory data flow model through cache miss correlation.

For modeling cache miss correlation, we collect cache miss
rate statistics per static memory operation conditionally
dependent on its global cache miss history. The global cache
miss history is a concatenation of the most recent cache hit/
miss outcomes of the preceding memory references. (For
clarity, we are collecting the global cache miss history, not
the local cache miss history.) In the above example where
a loop walks over an array, cache miss correlation allows
for making a distinction between the load operation that
results in a cache miss and the other load operations that
result in cache hits. The global cache miss history for the
load miss looks like “0111,” where a “0” denotes a cache
miss and a “1” denotes a cache hit. The probability for a
cache miss given the global cache miss history “0111”
equals 100 percent. The probability for a cache hit equals
0 percent for the other cache miss histories, “1011,”
“1101,” and “1110.” By doing so, a cache miss will be
generated every four loop iterations in the synthetic trace;
this matches the original program execution exactly.

An important choice that needs to be made for modeling
cache miss correlation is how deep the global cache miss
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history should be. We consider two implementations. In our
first implementation, we choose the global cache miss
history as deep as the number of preceding loads/stores in
the basic block history; we will refer to this approach as the
coupled cache miss correlation approach. This means that, in a
kth order SFG, the hit/miss outcomes for all preceding
loads and stores in the k-deep basic block history serve as a
history for the current memory operation’s hit/miss
probability. By doing so, we correlate the current load/
store hit/miss outcome with the preceding hit/miss out-
comes from the k-deep basic block history. In our second
implementation, the decoupled cache miss correlation approach,
we decouple the global cache miss history from the SFG by
computing the current memory operation’s hit/miss prob-
ability conditionally on the hit/miss history of the
n preceding loads and stores and independently from the
basic block history. In other words, the important difference
with the coupled approach is that the decoupled approach
does not correlate with a very deep basic block history; the
basic block history we correlate with will be limited to SFGs
whose order is much smaller that the 10th-order SFGs
considered under the coupled approach. As will be
evaluated in this paper, the decoupled cache miss correla-
tion implementation is slightly less accurate than the
coupled approach; however, it consumes less memory
when collecting the statistical profile and requires less disk
space for storing the statistical profile.

During synthetic trace generation, we use the cache miss
correlation statistics for driving the generation of synthetic
cache misses. When a hit/miss outcome needs to be
determined, the global hit/miss outcome generated so far
is used to search the cache miss correlation statistic for the
given memory operation. The hit/miss probability corre-
sponding to the best matching hit/miss history for the
given memory operation is then used for determining
whether the memory operation will cause a hit or a miss.

Implementing cache miss correlation in an efficient
manner is a challenging task. Our method, as detailed
above, is fairly efficient in terms of the additional storage
needed in the statistical profile. By implementing the global
cache miss history as an array of bits, we only need a few
extra bytes per load. Previous work done in SMART by
Iyengar et al. [13], [14], however, correlates load misses with
fully qualified instructions, as discussed in the previous
work section. In other words (and in terms of SFG
terminology), they build cache miss correlation inside the
structure of the SFG—they do not simply annotate the SFG
with cache miss correlation information as we do, they
actually restructure the SFG so that the cache miss
correlation is represented by the structure of the SFG itself.
As a result of that, they have separate nodes in the SFG in
case one of the basic blocks in the basic block history has an
instruction that has a different cache miss behavior. This
makes the SFG explode—the authors of [13], [14] admit that,
for some benchmarks, they were unable to build a fully
qualified SFG in memory. In our work, on the other hand,
we use the SFG for keeping track of the control flow and use
a global cache miss history per load for dealing with cache
miss correlation. This leads to a more space-efficient
solution in terms of memory consumption and storage
requirements.

4.2 Read-after-Write Memory Dependencies

Out-of-order execution of memory operations is an important
source of performance gain in out-of-order microprocessors.
The goal is to execute load instructions as soon as possible (as
soon as their source operands are ready), provided that read-
after-write (RAW) dependencies through memory are re-
spected. By doing so, load instructions possibly get executed
before preceding store instructions.

The early execution of loads is achieved in out-of-order
microprocessors through two techniques, load bypassing
and load forwarding [15]. Load bypassing refers to
executing a load earlier than preceding stores; this is
possible provided that the load address does not alias with
those stores. In case the load aliases with a preceding store,
that is, there is a RAW dependency, load forwarding allows
the load to retrieve its data directly from the store without
accessing the memory hierarchy.

Modeling load bypassing and load forwarding can be
done in statistical simulation by measuring the RAW memory
dependency distribution. This distribution quantifies the
probability that a load aliases with one of the preceding
stores. Again, this distribution is measured on a per-
instruction basis in the context of the SFG. In the synthetic
trace, RAW dependencies through memory are then marked
between the memory operations. During synthetic trace
simulation, this information is used to determine the
scheduling of memory operations, that is, to determine
whether or not load bypassing or load forwarding is possible.

4.3 Delayed Hits

The caches in contemporary microprocessors typically are
nonblocking [10], [19]. Nonblocking caches allow for over-
lapping cache misses by putting aside load misses in MSHRs
while servicing other load instructions. These in-overlap
serviced load instructions can also be cache misses, thereby
exposing MLP in case these loads access different cache lines
or exposing so-called delayed hits in case these loads access
the same cache line. Section 4.1 on cache miss correlation
addressed the former; this section concerns the latter.

Current statistical simulation frameworks only consider
cache hits and misses and do not model delayed hits, that is,
the modeled latencies are the L1, L2, and main memory
access latencies. In a processor with nonblocking caches,
however, load instructions can see latencies that are
different from the L1 access latency, L2 access latency,
and main memory access latency. Consider, for example,
the case where a load accesses cache line A at time t100 and
this is a cache miss to L2; the load thus finishes execution at
time t120 in case the L2 access latency is 20 cycles. Now,
assume another load accessing the same cache line at
time t107; this load will then see a load execution latency of
13 cycles. The latter load then is a delayed hit or a secondary
miss. Current statistical simulation frameworks will con-
sider the delayed hit as a hit and will assign the L1 access
latency to this load, which is an underestimation of the
load’s execution latency.

In order to model delayed hits within statistical simula-
tion, we compute the missed cache line reuse distance or the
number of memory references between two memory
references accessing the same cache line, of which the first
memory reference in the dynamic instruction stream is a
cache miss. This is measured per instruction, depending on
the basic block history (through the SFG). Since an
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instruction may have multiple missed cache line reuse
distances depending on the instruction’s basic block history,
we in fact measure a distribution of the missed cache line
reuse distance.

Note that the missed cache line reuse distance is
measured for both load and store operations; this allows
for modeling delayed hits for various cache write policies
(write-back and write-through) and cache allocation poli-
cies (write-allocate and write-non-allocate). An additional
optimization that we explored is to measure the missed
cache line reuse distance distribution conditionally on the
cache miss correlation information. As such, we are able to
more accurately model delayed hits based on the global
cache miss history information. This was beneficial for the
accurate modeling of several benchmarks, as will be shown
in the Section 6.

In order to model delayed hits in the statistical
simulation framework, slight modifications need to be
made to the synthetic trace simulator. This is illustrated in
Fig. 3. Consider the program trace shown on the left; we
have a load miss x to cache line A followed by a load hit y
to the same cache line. There are three possible scenarios
that need to be modeled in the synthetic trace simulator:

1. Load x has finished its execution when load y is
issued. Load y then gets assigned the L1 access
latency. This scenario is accurately modeled in
existing statistical simulation frameworks.

2. Load x is still executing when load y is issued. Load y
then gets assigned the remaining execution latency
for load x.

3. Load x is not yet executing when load y is issued
—this is possible because of out-of-order execution.
Load y is then turned into a cache miss and thus gets
assigned the next cache level’s access latency. Load x,
which is issued later on, then gets assigned the
remaining execution latency of the resolving load y.

The two latter scenarios need special support in the
synthetic trace simulator for accurate memory data flow
modeling.

5 EXPERIMENTAL SETUP

We use SimpleScalar/Alpha v3.0 in our experiments; the
out-of-order simulator in the SimpleScalar Tool Set was
enhanced with a more realistic memory subsystem includ-
ing MSHRs and store buffers. We use Wattch [3] for
estimating energy consumption, which will be used for
searching the most energy-efficient microarchitectural con-
figuration in a large design space. The benchmarks, along
with their reference inputs used in this study, are the SPEC
CPU 2000 benchmarks; see Table 2. The binaries of these

benchmarks are taken from the SimpleScalar Web site.2 We
consider 100 million single (and early) simulation points as
determined by SimPoint [24], [25] in all of our experiments.
Note that our goal is not to compare against SimPoint. We
are just using SimPoint to reduce the simulation time in
validating the statistical simulation framework: We validate
statistical simulation against DS and running the DSs is
very time consuming—note that this is the main motivation
for statistical simulation in the first place. In order to
validate statistical simulation for longer instruction se-
quences, we also consider 10 billion instruction sequences.

The processor models we use in this paper are given in
Table 3; the baseline configuration is shown along with
eight other configurations. These configurations vary in
their processor core, branch predictor, and memory hier-
archy. The reason for considering multiple configurations is
to evaluate the performance prediction accuracy of statis-
tical simulation over multiple points in the design space.

6 EVALUATION

We now evaluate our approach to memory data flow
modeling in the context of statistical simulation. We first
quantify the simulation speed of our improved statistical
simulation framework. We then quantify the performance
prediction accuracy and how it improves through accurate
memory data flow modeling. We subsequently measure
how well the improved statistical simulation approach can
predict performance trends, that is, we evaluate the relative
accuracy and its ability to drive design space explorations.
Finally, we also quantify the storage requirements of the
statistical profiles and the amount of memory consumed
during statistical profiling.

6.1 Simulation Speed

As stated before, an important feature of statistical simula-
tion is its simulation speed. Performance characteristics
quickly converge to a steady-state value due to the
statistical nature of the approach. To demonstrate the fast
simulation speed, we have done the following experiment:
We have generated 20 synthetic traces from a single
statistical profile using 20 random seeds in the synthetic
trace generator. We then compute the coefficient of
variation (CoV), which is defined as the standard deviation
divided by the mean IPC value over those 20 synthetic
traces. The CoV we observe is less than 1 percent for all
benchmarks. We thus conclude that statistical simulation
indeed is a very fast simulation technique; one million
instruction traces are sufficient for obtaining converged
performance predictions.

6.2 Performance Prediction Accuracy

We now evaluate the performance prediction accuracy for
statistical simulation enhanced with memory data flow
modeling.

6.2.1 Baseline Configuration

Figs. 4 and 5 show the percentage performance prediction
error for the baseline processor configuration for the integer
and floating-point benchmarks, respectively. The IPC
prediction error is computed as
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2. http://www.simplescalar.com.

Fig. 3. Modeling delayed hits in the synthetic trace simulator.



IPC prediction error ¼ IPCstat sim � IPCdet sim
IPCdet sim

;

with IPCstat sim and IPCdet sim being the IPC for statistical
simulation and DS, respectively. A positive error reflects an
overestimation, whereas a negative error reflects an under-
estimation. Figs. 4 and 5 show six bars per benchmark:

. The prior work bar corresponds to previously
proposed state-of-the-art statistical simulation ap-
proaches—this is the statistical simulation frame-
work including the SFG as described in [6].

. The second bar corresponds to the SFG enhanced with
read-after-write memory dependency modeling.

. The third bar shows the SFG enhanced with cache
miss correlation.

. The fourth bar shows the SFG enhanced with
delayed hit modeling.

. The fifth bar shows the SFG enhanced with all three
enhancements: delayed hit modeling, RAW memory
dependency modeling, and cache miss correlation;
however, the missed cache line reuse distance
distribution is not measured conditionally on the
cache miss correlation information;

. The final bar shows the SFG enhanced with memory
data flow modeling. This includes delayed hits,
RAW memory dependency modeling, and cache
miss correlation; in addition, the missed cache line
reuse distance distribution is measured condition-
ally on the cache miss correlation information.

Several interesting observations can be made from this
graph. First, the impact of modeling load forwarding and
bypassing is rather small. Previous work in statistical
simulation, as mentioned before, assumes that a load never
aliases with a preceding store; a load can thus execute as
soon as its source operands are available (provided that the
addresses of all preceding stores are resolved, which is

what the simulation model assumes). Through RAW
memory dependency modeling, loads can alias with
preceding stores and the IPC prediction through statistical
simulation can either increase or decrease. The IPC
prediction increases when load instructions only see a
one-cycle execution latency getting the store’s data from the
store buffer or load-store queue; going to the L1 cache takes
two cycles in our setup. The IPC prediction decreases when
a load has to wait for the data of the aliasing store to be
produced. This explains the small changes in IPC prediction
error due to RAW memory dependency modeling. Note
that our simulation setup does not account for a perfor-
mance penalty in case the store-load dependency is violated
and instructions need to be reissued—a store-load depen-
dency is never violated because loads have to wait for the
addresses of all preceding stores to be resolved. In case a
performance penalty is accounted for upon a store-load
dependency violation, the importance of RAW memory
dependency modeling is likely to increase.

A second observation we can make is that modeling
cache miss correlation makes a big difference for a number
of benchmarks; see, for example, gcc, applu, galgel, and
wupwise. For these benchmarks, performance prediction
accuracy is greatly improved by modeling cache miss
correlation. It is interesting to observe that gcc, which is
known to exhibit complex and irregular memory access
patterns, benefits from cache miss correlation: Cache miss
correlation not only enables the accurate modeling of
regular cache miss patterns but also is capable of modeling
irregular cache miss patterns. Third, modeling delayed hits
also decreases the prediction error. The benchmarks that
benefit the most from delayed hit modeling are mcf, twolf,
ammp, equake, facerec, and swim. A fourth observation is
that several benchmarks benefit from modeling the cache
line reuse distribution conditionally on the cache miss
correlation information; examples are twolf, applu, and
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TABLE 2
The SPEC CPU2000 Benchmarks, Their Reference Inputs, and the Single 100 Million Simulation Points Used in This Paper

TABLE 3
Processor Models Used in This Paper



lucas. When putting it all together (see the rightmost bars in
Figs. 4 and 5), the end result is a highly accurate statistical

simulation framework. The average prediction error goes

down from 10.9 percent for prior work3 to 2.1 percent in this
paper—the average errors in this paper are computed from

absolute errors. The maximum error is observed for gap

(5.8 percent), which is substantially lower than the high
errors observed for prior statistical simulation approaches;

see, for example, mcf (69.1 percent). (Note that, even
without the outlier mcf, the average IPC prediction error

goes down from 8.7 to 2.0 percent.)

6.2.2 Other Processor Configurations

The IPC prediction errors discussed above are for the
baseline processor configuration given in Table 3. We now
show results for the other configurations mentioned in
Table 3. Fig. 6 shows the average IPC prediction errors for
the other eight processor configurations and compares prior
work against statistical simulation enhanced with memory
data flow modeling, as described in this paper. We observe
that the errors drastically reduce through accurate memory

data flow modeling. The average IPC prediction error for
previous work varies between 7 and 16 percent, depending
on the processor configuration; without mcf, the average
error varies between 5 and 13 percent. With accurate
memory data flow modeling, the average error across the
SPECint and SPECfp benchmarks is smaller than 4 percent.

Another interesting observation to be made from Fig. 6 is
that higher errors are observed for wider resource machines,
that is, the machine configurations with a large 128-entry ROB
and a processor width of 8 seem to result in higher prediction
errors than the machines with a 32-entry ROB and a processor
width of 4 (compare configurations 4 to 8 versus configura-
tions 1 to 4). This can be understood intuitively since the
observed parallelism is limited more by program parallelism
(instruction-level parallelism and MLP) than by machine
parallelism for wider resource machines. As such, modeling
inaccuracies become more apparent.

6.2.3 Comparing Coupled and Decoupled Cache Miss

Correlation Approaches

Recall that there are two approaches to modeling cache miss
correlation, namely, a coupled and a decoupled approach.
The coupled approach takes a global hit/miss history that is
as long as the number of all loads and stores for all k most
recent basic blocks, with k being the order of the SFG. The
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Fig. 5. IPC prediction error for SPECfp2000 and the baseline processor configuration: Evaluating the accuracy of the proposed memory data flow

Fig. 4. IPC prediction error for SPECint2000 and the baseline processor configuration: Evaluating the accuracy of the proposed memory data flow

modeling. These results assume k ¼ 10.

3. Note that this average error is higher than the error reported in [6]; this
is because, in [6], the authors only considered a subset of the SPEC CPU2000
benchmarks.



decoupled approach takes a global hit/miss history of
n loads and stores. Fig. 7 compares the coupled approach
with k ¼ 10 versus the decoupled approach with k ¼ 1 and
n ¼ 50. The decoupled approach is only slightly less
accurate than the coupled approach; the average IPC
prediction error increases from 2.1 to 2.5 percent. As will
become clear later on in the paper, the benefit of the
decoupled approach is the reduced memory consumption
and the reduced disk space requirements compared to that
of the coupled approach.

6.2.4 Impact of the Global Hit/Miss History Length

We now evaluate the impact on accuracy of the length of the
hit/miss history as used for modeling cache miss correla-
tion. Fig. 8 quantifies the impact on the IPC prediction error
of the SFG’s order k for the coupled approach. This graph
shows the average IPC prediction error for different values
of k. We observe that, as expected, the IPC prediction error
decreases with increasing k. There are basically two reasons
why the accuracy improves with increasing k. For one, as
stated in [6], a higher order SFG incorporates path
information into the statistical profile. Benchmarks for
which program characteristics correlate well with this path
information benefit from this. However, this effect is rather
limited, as discussed in [6]. A second reason is that a higher
order SFG also implies that a longer global cache miss
history is taken into account for modeling the cache miss
correlation, as explained in Section 4. Fig. 8 shows that the
error stabilizes past k ¼ 8 and k ¼ 10. All of the results
presented in this paper are for k ¼ 10 unless stated
otherwise.

The sensitivity of the decoupled approach to the hit/
miss history is shown in Fig. 9. For both the first-order
and third-order SFGs, the performance prediction error

stabilizes between 3.2 and 3.7 percent as soon as the hit/
miss history length n is larger than 40. The prediction error
for the third-order SFG is only marginally smaller than the
prediction error for the first-order SFG.

6.2.5 CPI Breakdown

Fig. 10 shows the CPI breakdown as obtained through
detailed simulation (DS) and statistical simulation. The CPI
stack is divided by its base CPI, branch misprediction CPI,
I-cache miss CPI, and D-cache miss CPI. We clearly observe
that statistical simulation is indeed able to accurately track
the various CPI components. In other words, the accurate
performance modeling is not a result of compensating for
modeling errors in the various CPI components.

6.2.6 Long Instruction Sequences

All of the above results were done on relatively short
100 million instruction sequences selected from the entire
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Fig. 6. Average IPC prediction errors for the eight processor configura-

tions in Table 2, as obtained from prior work [6].

Fig. 7. Comparing coupled versus decoupled cache miss correlation

modeling in terms of accuracy for the baseline configuration.

Fig. 8. Average IPC prediction error as a function of the SFG’s order k

for the coupled cache miss correlation approach; this is for processor

configuration 5.

Fig. 9. Average IPC prediction error as a function of the global cache hit/

miss history length for the decoupled cache miss correlation approach;

this is for processor configuration 5.

Fig. 10. CPI breakdown for DS and statistical simulation.



program executions using SimPoint. Fig. 11 shows the IPC
prediction error for the baseline configuration on 10 billion
instruction sequences (after skipping the first one billion
instructions). These results show that statistical simulation
with enhanced memory data flow modeling is also very
accurate for long instruction sequences with errors varying
between �2:4 and 3.8 percent, and an average error of
1.6 percent.

6.3 Sensitivity to Cache Hierarchy Parameters

We now evaluate the ability of the proposed statistical
memory data flow model to track performance differences
across a wide variety of cache hierarchy designs.

6.3.1 Cache Line Size

In our first experiment, we vary the cache line size; see
Fig. 12. The average IPC is shown as a function of cache line
size for both DS and statistical simulation. In spite of the
(small) absolute IPC prediction error, statistical simulation
accurately tracks the relative performance differences.

6.3.2 Cache Line Updating

In our second experiment, we consider two cache write
policies (write-back and write-through) and cache alloca-
tion policies (write-allocate and write-nonallocate). Fig. 13
shows the average IPC for all of the SPEC CPU benchmarks
for the four cache line updating policies as obtained
through DS and statistical simulation enhanced with
memory data flow modeling. We conclude that statistical
simulation is accurate enough for tracking the small
performance differences.

6.3.3 Varying the Number of MSHRs

Fig. 14 shows IPC as a function of the MSHR configuration.
Both the number of MSHR entries and the number of

targets per entry are varied. Statistical simulation is able to
accurately track the performance differences caused by a
varying MSHR configuration.

6.3.4 Varying the Size of the Store Buffer

Fig. 15 shows IPC as a function of the number of entries in
the store buffer for a number of benchmarks. The store
buffer holds completed stores that still need to be retired,
that is, the value still needs to be written to the memory
hierarchy although the store already is architecturally
completed. Again, statistical simulation is capable of
accurately tracking performance differences with varying
store buffer sizes.

6.4 Trend Prediction

For microprocessor design studies, the ability to predict
performance trends is very important. A computer designer
typically wants to find the “knee” of the performance curve,
that is, the point where the performance curve starts to
flatten. Note that this is particularly true during the early
stages of the design cycle. To quantify this, we compute the
IPC as obtained from DS runs and compare that against the
IPC as obtained from statistical simulation. We vary a
number of microarchitectural parameters and compute how
well statistical simulation tracks the real simulation data.
The microarchitectural parameters that we consider here in
this section are specifically targeted toward the memory
hierarchy, namely, the L1 D-cache access latency, the L2
cache access latency, and the LSQ size. Note that these
performance trends can be estimated through statistical
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Fig. 11. IPC prediction errors for 10 billion instruction sequences.

Fig. 12. Estimating IPC as a function of cache line size, assuming

processor configuration 7.

Fig. 13. Estimating IPC under four cache line updating policies,

assuming processor configuration 7.

Fig. 14. Varying the MSHR configuration.



simulation from a single statistical profile. We vary the

L1 D-cache access latency from two to six cycles, the

L2 access latency from 10 to 30 cycles, and the LSQ size

from 16 to 256 entries. Our metric here is the relative

speedup prediction error, which is defined as follows:

RE ¼ IPCB;SS=IPCA;SS � IPCB;DS=IPCA;DS
IPCB;DS=IPCA;DS

;

with SS and DS standing for statistical simulation versus

detailed simulation, respectively, and A and B being two

processor configurations. Fig. 16 shows the maximum

relative error that we observe along the three abovemen-

tioned microarchitectural parameters for the SPECint bench-

marks; similar results were obtained for SPECfp. We observe

that statistical simulation without memory data flow is fairly

accurate; however, when memory data flow is enabled, even

smaller, relative prediction errors are observed. As such, we

conclude that accurate memory data flow allows for more

faithful performance trend predictions.

6.5 Error Distribution across the Design Space

As observed from Fig. 6 where the IPC prediction error was
shown for eight processor configurations, the IPC predic-
tion error varies over the design space. Fig. 17 quantifies the
maximum variation observed in IPC prediction errors
across these eight processor configurations. This maximum
variation is defined as the maximum IPC prediction error
difference between two configurations. Prior work on
statistical simulation seems to be susceptible to large
variations in IPC prediction error across the design space;
see, for example, gcc (39 percent), mcf (47 percent), equake
(42 percent), and lucas (65 percent). For statistical simulation
with enhanced memory data flow modeling, this maximum
variation in IPC prediction error drops substantially below
10 percent for all benchmarks. This maximum variation
across processor configurations is an important metric for
design space explorations because it quantifies the variation
in IPC prediction error across the design space. Too large
variations could lead to suboptimal design decisions when
statistical simulation is used for exploring the design space.
Clearly, accurate memory data flow modeling definitely
helps statistical simulation to yield a smaller variation in IPC
prediction errors across the design space.

6.6 Design Space Exploration

We now evaluate the ability of statistical simulation to
identify the optimal design point in a given design space.
The optimal design point is defined here as the design point
with the minimum energy-delay-square product ðED2PÞ,
that is, ED2P ¼ CPI2 � EPI, which is an appropriate
metric for quantifying energy efficiency in high-end server
processors [2]. The design space is built up by varying the
ROB size from 8 to 256 entries; the LSQ is varied from 4 to
256 entries (with the additional constraint that the LSQ is
never larger than the ROB) and the processor width
(decode, dispatch, issue, and commit) is varied from 2 to
8 wide. Note that all of these statistical simulations are run
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Fig. 17. Maximum variation in IPC prediction error observed over for the eight processor configurations in Table 2.

Fig. 16. Maximum relative error is shown while varying the L1 D-cache access latency (on the left), the L2 access latency (in the middle), and the

LSQ size (on the right). This is for processor configuration 7.

Fig. 15. Varying the number of store buffer entries.



from a single statistical profile using one million-instruction
synthetic traces; this is more than a factor of 100 times faster
than the DS using 100 million simulation points in our
experimental setup. The optimal design points identified
through statistical simulation with enhanced memory data
flow modeling exactly matched the optimal design points
identified through DS for 20 out of the 26 benchmarks; for the
other six benchmarks, the optimal design point identified
through statistical simulation was within 3 percent of the
optimum identified through DS. This is far more accurate
than what is obtained through statistical simulation without
the enhanced memory data flow modeling, that is, prior
work. For 11 benchmarks, prior work gets off the optimal
design point and, for four of these benchmarks, the deficiency
is even fairly large: art (4.5 percent), mcf (5.3 percent), bzip2
(5.7 percent), and equake (14.6 percent). As such, we conclude
that statistical simulation enhanced with accurate data flow
modeling is highly accurate (and significantly more accurate
than prior work) in identifying a region of (near-)optimal
design points in a large design space.

6.7 Storage Requirements

Fig. 18 shows the average size of the (compressed) statistical
profiles in megabytes as a function of the order k of the SFG
for the coupled cache miss correlation approach; these are
average numbers over all the benchmarks. For k ¼ 8 and
k ¼ 10, the average statistical profile requires 4.5 Mbytes
and 5.8 Mbytes of disk space, respectively. The storage
requirements for the decoupled approach are smaller; see
Fig. 19. For n ¼ 30 (which achieves similar accuracy as k ¼
10 for the coupled approach), the average statistical profile
equals 2.3 Mbytes. These results are all for the 100 million
instruction simulation points considered in this paper. For
the 10 billion instruction sequences, the statistical profile is
only 17 Mbytes on the average per benchmark. We thus
conclude that the storage requirements for accurate
memory data flow modeling are small.

6.8 Memory Consumption

Memory consumption during the statistical profiling step is
another important issue when it comes to implementing
accurate memory data flow modeling as proposed in this
paper. We already referred to the work done by Iyengar
et al. [13], [14] in which it was impossible to build the SFG
in memory for particular programs during statistical

profiling. For the coupled cache miss correlation approach
with k ¼ 10 and the 100 million instruction simulation
points, the average amount of memory consumed on a
64-bit AMD machine (with 8 Gbytes of memory) was
897 Mbytes; some benchmarks consume even more memory,
up to 7.9 Gbytes (equake), 3.5 Gbytes (ammp), and 3.1 Gbytes
(crafty). The decoupled cache miss correlation approach with
n ¼ 30, on the other hand, consumes significantly less
memory, on average, 267 Mbytes, which is a 3.4 times
reduction; the extremes were also substantially smaller—the
maximum was observed for ammp with 783 Mbytes. For the
10 billion instruction sequences, we were able to run the
statistical profiling step using the decoupled cache miss
correlation approach on our 64-bit AMD machine with
8 Gbytes of physical memory; however, we were unable to
run the statistical profiling step using the coupled cache miss
correlation approach. In conclusion, the decoupled cache
miss correlation approach is more efficient in terms of
memory consumption than the coupled approach.

7 CONCLUSION

Designing a new microprocessor is extremely time con-
suming because of the large number of simulations that
need to be run during design space exploration. On top of
that, every single simulation run takes days or even weeks
if complete benchmarks need to be simulated. Statistical
simulation is a fairly recently introduced approach that
could help reduce the time-to-market of new microproces-
sors. Statistical simulation is a very fast simulation
technique that only requires on the order of a million
instructions per benchmark to make an accurate perfor-
mance estimate. As such, statistical simulation is a useful
tool to cull a huge design space in limited time; a small
region of interest identified through statistical simulation
can then be further analyzed through more detailed and
slower simulation runs.

Previous work on statistical simulation, however, con-
sidered simple memory data flow models. In this paper, we
propose accurate memory data flow models. We model
delayed hits, RAW memory dependencies, and cache miss
correlation. Our experimental results using the SPEC
CPU2000 benchmarks show that significant reductions in
IPC prediction errors are obtained by more accurately
modeling memory data flow characteristics. For our base-
line configuration, we reported a reduction in average IPC
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Fig. 18. Average disk space requirements (in megabytes) for storing the

compressed statistical profiles as a function of the order k of the SFG for

the coupled cache miss correlation approach.

Fig. 19. Average disk space requirements (in megabytes) for storing the

compressed statistical profiles as a function of the hit/miss history length

n for the decoupled cache miss correlation approach.



prediction error from 10.9 percent down to 2.1 percent. We
also showed that the variation in IPC prediction errors
across different microarchitectures is significantly smaller
when memory data flow is modeled. In addition, perfor-
mance trends are predicted more accurately, which is
extremely important for design space exploration purposes.
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